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Everything within the enterprise IT infrastructure produces log files 
describing the entity’s state. Operating systems, database engines, 
applications, networking software and storage software all log their 
operational state and present data describing normal behavior, 
anomalies in process, and even outright failures.

Enterprises are currently only able to glean 

business intelligence from a very small 

portion of the growing wave of log data 

from devices, infrastructure, networks and 

applications. Part of the challenge is that each 

entity produces operational data in its own 

format. 

Enterprises know they must find a way to 

gather these distributed streams of data, 

analyze the data, learn from that analysis, and 

respond or they are likely to lose customers 

when systems slow down or fail. This means 

— the enterprise could lose revenue to others 

that have found a way to ride the wave of 

operational data rather than being engulfed 

by it.

Introduction
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The Log Management Problem 

Every IT resource in the data center, from systems, to network devices, to 
storage devices, to power supplies to air management equipment, keeps 
track of what it is doing and creates an ongoing log file. Depending upon the 
device in question, the log file might be updated several times a second, or 
minute-by-minute. Each entry might signal all is well, or might be evidence 
of an anomaly that indicates a growing problem.

Cloud Computing Is Increasingly A Standard 
Of Enterprise Computing

As enterprises rely more heavily on cloud services and move some of their 
important workloads into the data centers of cloud service providers the 
amount of operational data being produced in those centers is expected 
to increase exponentially. Many enterprises haven’t found a way to extract 
this data, bring it back into their own data center and use it to gain a more 
complete understanding of their own IT operations. This challenge can be 
seen in endpoint computing as well.

Since these devices are increasingly the gateway into the corporate network, those operational 

characteristics might be the first indication of potential security breaches, inadequate 

applications support, or other problems.

Approaches To Address Log Management

Most enterprises deploy one of the following approaches to manage log 
data across the organization. 

These approaches include:

• Custom enterprise-centric solutions built in house

• Purchasing a portfolio of commercial products to support one or more systems, operating 
systems, storage systems, applications or some other component

• Adopting open source stacks, such as the ELK stack.
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Custom Enterprise-Centric Solution

Customer enterprise-centric solutions are built by the enterprise’s 
development team and are tailored to the business requirements of each 
project. Custom solutions often support only the systems, software, 
storage, networks and other IT resources being used by a single business 
unit or department.  Much of the time, only the IT resources were part of 
that business unit’s or department’s portfolio are supported.

Custom solutions bring a number of challenges. They may be insufficiently-funded computer 

science projects or may be viewed as being outside ongoing processes or procedures that 

support the enterprise.

The enterprise may not have considered the ongoing requirements for staff expertise in many 

systems and tools, the time required to understand a changing computing and regulatory 

environment, and the costs of development, support, and training imposed by a complex 

solution.

Commercial Products

Many enterprises purchase a set of point solutions that address the 
monitoring requirements of a specific set of operating systems, database 
engines, development frameworks and applications. Development, 
documentation, training and support functions are provided, for a fee, by the 
supplier. Updates are offered by the supplier. 

However, commercial products may not offer all features or functions the enterprise needs. The 

products may not support all operating systems, development frameworks, database engines 

or applications the enterprise has deployed in the IT infrastructure. The enterprise may need 

to license the same tool multiple times, once for each operating system, instance of database 

engine, or development framework. Furthermore, the cost of the initial software acquisition and 

ongoing software maintenance may be higher than the enterprise wants to pay.

The foundational components 
of Devo allow us to deliver a 
data management and analytics 
platform with the speed, 
simplicity, and scale required by 
the modern enterprise. The  
Devo technology stack delivers 
this breakthrough performance 
while also saving significant 
operational costs.
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Some enterprises have adopted a combination of free offerings from open 
source projects. 

The adoption of open source software (OSS) brings challenges along with technology. 

Integrating many individual OSS projects is a computer science project that requires expertise 

in many systems, operating systems, development frameworks, and database engines. Often 

resources, time and the costs for managing OSS components are not included in enterprise IT 

planning.

Closer Examination Of The Potential Solutions

Let’s examine the use of OSS projects for log management by focusing on 
commonly used technology, e. g. Elastic (also known as the ELK stack and 
comprised of the Elasticsearch, Logstash and Kibana projects). This stack 
of software is downloaded approximately 500,000 times a month.

Open Source Projects
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Often, OSS components are designed to address a single aspect of a 
complete solution. Enterprise IT is responsible for selecting the appropriate 
tools and using them to create solutions that fit the exact requirements of 
the organization. These generalizations are true of the Elastic Stack.

Let’s look at the individual tools.

Elasticsearch — A search engine based upon the Apache Lucene project.

• Logstash — A tool that collects webserver logs and has the ability to deeply parse the user-
agent data to extract traffic statistics. Plug-ins are available for many different sources of 
data. The enterprise can develop its own plug-ins for data sources that are not supported by 
available plug-ins.

• Kibana — A browser-based visualization front end for Elasticsearch. Kibana enables users to 
easily consume data in aggregate that would otherwise be difficult to process, making logs, 
metrics, and unstructured data searchable and more usable for humans. As with Logstash, 
plug-ins are available for specific search types, such as timelines, and the enterprise can 
develop its own plug-ins as needed.

• Marvel —Elastic Stack services are typically monitored using Marvel. This software 
monitors the health all of the Elastic Stack components. This component’s importance 
increases as the environment grows.

• Watcher —Elastic Stack includes a tool called Watcher that observes incoming log entries 
and sends notifications when certain events occur. This component must be set up properly 
to allow it to “see” events that are important to the enterprise.

• Beats — Several related projects known as “Beats” collect useful data. Packetbeat collects 
and ships data about packet activity on a network interface. Filebeat can watch log files 
being updated and send the most recent entries to be processed downstream. Beats are 
designed to be fast, portable, and easy to deploy on individual hosts for specific needs.

• Shield — Shield is an Elastic Stack tool designed to centralize security in an Elastic Stack 
environment. It guards communications between and among all components of an ELK 
environment.

• Clustering technology — Elasticsearch uses clusters to handle and distribute Elasticsearch 
queries around the network. Clusters are comprised of master and data nodes, and 
potentially, clients. Clusters can fill up with data over time, and it will be necessary to scale.

An enterprise can integrate these tools in any way that makes sense for its IT environment.

Components Of Elastic Stack

Enterprise IT is responsible 
for selecting the appropriate 
tools and using them to 
create solutions that fit the 
exact requirements of the 
organization.

https://lucene.apache.org/
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While Elastic Stack can be tuned to address the business requirements of 
enterprise IT environments, its use also imposes challenges, which include: 

• Performance issues — it can be difficult to adapt the open source technology to “extreme” 
enterprise IT environments. The parameters of each component must be carefully managed 
as well as managing “the pipeline” of tools to make sure ELK can keep up with the enterprise 
computing environment. The enterprise must acquire this expertise to use Elastic Stack 
effectively. This also means the tool might perform well for a “proof of concept” or trial case 
but won’t scale to support enterprise-class use cases.

• Dealing with a highly distributed computing environment — Elastic Stack components are 
typically spread throughout the enterprise IT infrastructure to gather and process operational 
log information and deliver it to a central repository. Enterprise IT planners must anticipate 
the requirement for additional nodes to support this processing. The enterprise IT staff must 
also have the appropriate expertise to manage the hardware, their operating systems, their 
database engines and other underlying components of an Elastic Stack environment. If the 
enterprise learns that it needs to examine different data from a source, it may be necessary 
to update the definition of the indices and then re-ingest the data.

• Since the ELK stack is designed to support developers and others with high levels of 
expertise in each of the components of the stack, business analysts may need special 
training or support to use the stack to glean useful information

• Creating Plug-ins — While many plug-ins are available to import data from the operational 
data produced by “popular products” or provide needed reporting visualization, the enterprise 
may need to create its own plug-ins to gather data from operational systems that are unique 
or unusual (from the point of view of the OSS community that created the tool), or to create 
custom reporting tools that meet the requirements of the enterprise. This means enterprise 
developers must learn on their own how plug-ins are created and tuned. Furthermore, as 
updates and new versions of these products are released, plug-ins will also need to be 
updated.

• Scaling issues —Each component of Elastic Stack must be tuned to address changes to 
what data needs to be collected, where the data is being created, and in what format the 
data is being generated. Enterprise IT staff must have expertise in managing a complex IT 
networking environment and the clustering tools used to support Elastic Stack.

• Getting support —the enterprise’s own developers are responsible for collaborating with the 
OSS communities responsible for each project to obtain needed support and documentation 
or to address anomalies.

Challenges Imposed By Elastic Stack

The Devo Data Operations 
Platform effectively decouples 
the development teams building 
applications from the BI and 
analytics teams who need to 
analyze them. 



8ELK Open Source Comparison  |  Devo Data Operations Platform Overview

WHITE PAPER

The Elastic Stack is not a “drop it in and go” solution to the enterprise’s 
requirements for log monitoring, discovery and analysis. An Elastic Stack 
requires the installation of many other services besides Elasticsearch, 
Logstash, and Kibana. Enterprises also need to install and configure the 
following services: 

• Elasticsearch

• Logstash

• Kibana (with an Elasticsearch client)

• Beats (per server and data type being logged)

• Marvel

• Watcher

• Shield

• Clusters

• And eventually Tribe nodes as required to support the enterprise’s workload.

The number of servers required will depend on the enterprise’s needs. According to the 

Elasticsearch documentation, a production environment requires the installation of software 

on at least three servers — Elasticsearch and Kibana each require their own servers and 

adding Logstash will require at least another server. Why? Performance considerations 

direct enterprises to have users connect to Kibana from a machine that is. Elasticsearch can 

impose significant processing and memory demands overhead depending upon the options 

the enterprise selects. Adding Kibana on the same server can increase latency and slow user 

performance. This is the reason that executing Kibana on its own server is recommended in the 

Elastic documentation.

It is also important to recognize that, for best performance, it is necessary to distribute pieces of 

the searchable data across many servers if the enterprise hopes to realize the full capabilities of 

Elasticsearch. It is also an important rule of thumb that servers will need to be added over time 

to support expected search performance.

Enterprises would also be wise to plan for component failures for Elasticsearch configurations. 

Often, enterprises maintain a one-to-one ratio between servers and backup servers to address 

any potential failure. Furthermore, it is recommended that a complete copy of the data on one 

server be maintained on at least one replica. Elasticsearch can be configured will automatically 

switch to the replica.

Costs Of An Elk Configuration

The Elastic Stack is not a “drop 
it in and go” solution to the 
enterprise’s requirements for 
log monitoring, discovery and 
analysis. 
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Enterprises soon learn that installing the Elastic Stack is just the first 
step. The configuration can be expected to grow over time and will 
require constant monitoring. The enterprise should expect to scale up the 
configuration to maintain the best performance and reliability.  It is also 
important to understand that adding new indexes will require the addition of 
new servers.

Furthermore, as the log files grow, they will require additional disk space (and all of the space 

necessary to maintain replicas) regularly. It is also important for enterprises to understand any 

changes to the data or logging structure will mean re-indexing the data is necessary.

What An Ideal Solution Looks Like

Each of the approaches mentioned above has its strengths and challenges.
An ideal solution would have the following characteristics:

• Multi-platform — it would support all of the hardware and software an enterprise is currently 
deploying and would be kept up to date by the supplier without requiring that the enterprise 
take on a science project requiring scarce expertise.

• Efficient — it would impose no requirement for “excessive” storage, it would consume 
minimal system resources, and it would be cost-effective and not require the enterprise to 
constantly budget for new systems, enhanced network capabilities, additional power and 
cooling.

• High performance — it would scale well and be able to address enterprise-scale workloads.

• Easy to use and deploy — deploying the technology would be easy and it wouldn’t require 
much “baby sitting.” It would also not require that enterprise staff recreate indices or re-
ingest data to address minor data source changes.

• Sophisticated — it would offer powerful reporting, analysis, and troubleshooting functions 
that would help the enterprise understand what its IT infrastructure was doing now, allow 
exploration of historical operational data, make analysis of the computing environment easily 
possible and help the enterprise deal with performance issues and other problems. The tool 
should not require extensive expertise in systems, operating systems, or other software 
tools so that business analysts, executives and other non-IT focused staff should be able to 
gather useful insight through the use of the tool.

Scaling An Elk Environment
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Devo offers an enterprise-proven data management and analytics platform 
with the speed to deliver blazing fast insights, the simplicity to ensure non- 
technical users can discover their own insights, and the scale to meet the 
data volume and query demands of the world’s largest organizations.

Fundamental components of the Devo approach: 

• Index-free Ingestion —Devo does not index data at ingestion. As data enters the Devo 
platform it is classified based on time, domain, data source and data type. Data is 
compressed, then stored in its unaltered, original state. No data model is applied and no 
complex indexes are built. All data models are applied at query time, allowing the platform 
to adapt to any change in data format without requiring changes to existing data or queries. 
Adding new data sources is simple.

• Flexible Data Models — Devo data models provide significant flexibility in how customers 
can use the underlying data in their analysis. Multiple data models can be built for a given 
data source, allowing administrators to control which users have access to which data. This 
is especially important when data from a wide range of sources may contain personally 
identifiable and other sensitive information. Data models can also be built that integrate data 
from multiple data sources.

• Always Hot Data — Data is always hot, enabling real-time and historical data to be examined 
easily.

• Visual Data Exploration —Open source and commercial platforms require a high level of 
technical expertise to construct queries. This bottleneck significantly slows the ability of a 
company to leverage the full value of its data. Devo uses a visually-driven data interaction 
model through which non-technical users can search, select, visualize and analyze their own 
data without writing a single line of code. No knowledge of specialized query languages is 
required. 

Devo has demonstrated that it understands today’s challenging environment and has developed 

tools that can be useful immediately.

Introducing Devo
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Enterprises are dealing with a rapidly changing and growing IT environment 
that includes traditional systems and desktops as well as cloud resources 
and an ever-changing constellation of edge computing devices.

Enterprises facing the difficult choice among “build your own,” “buy solutions from their 

suppliers,” or integrating open source projects would be well served by learning more about 

Devo. The company offers technical briefs that describe the use of its technology. Webinar 

recordings are available making it easy for enterprise IT staff to learn more about conducting 

real-time analytics in a complex IT infrastructure, conducting I/O analysis on demand, and how 

to use their tools to hunt for security threats and data breaches.

The Kusnetzky Group recommends that readers become familiar with the company and to see 

a demonstration. Our analysts were impressed with Devo’s capabilities and believe that you will 

be too once you’ve had the opportunity to learn more.

Summary
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